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I.  Introduction

A central claim of Paul Horwich’s 1998 book Meaning was that meaning properties reduce to acceptance properties, where 

· a meaning property is a property of the form e means m for x, e being “a word or phrase—whether it be spoken, written, signed, or merely thought (i.e. an item of ‘mentalese’)” (44);

· an acceptance property for an expression e relative to a person x is a relation of the form x is disposed to accept an e-containing sentence of kind … in circumstances of kind …;

· accepting a sentence is explained functionally in a way that is tantamount to saying that x accepts a sentence ( iff ( is tokened in x’s belief box;
 and

· reduction is such that to say that a property ( reduces to a property ( is to say that ( is constituted from and identical to (.

In a review article on his (1998),
 I objected to Horwich’s claim that meaning properties reduce to acceptance properties:

Horwich’s use theory of meaning, as befits a theory inspired by Wittgenstein, is explicitly abut the meaning properties of public language expressions: the book Meaning ‘is focused on our ordinary conception of the meanings of terms in common, public languages, such as English and Spanish’ (M 41, fn 20).  But no public language meaning property reduces to an acceptance property.  The fact that ‘dog’ means DOG in spoken English surely has something essentially to do with communication, with its use in communicative behaviour, with the speech acts speakers perform in uttering sentences containing ‘dog’.  But something could have an acceptance property even though it had no use at all in communication.  Perhaps it is not implausible that acceptance properties determine the meanings of ‘words’ in one’s inner system of mental representation, but meaning in a lingua mentis is quite different from public language meaning, even if in some sense one thinks in the same language as one speaks.  (535)

In his sequel to his (1998), Reflections on Meaning (2005), Horwich implies that if my objection is valid against his 1998 version of the Use Theory of Meaning (UTM), then it’s also valid against his 2005 version, and he argues against what he rightly perceives to be the presuppositions of my objection.  But the purpose of this essay isn’t to debate this issue with him; it’s rather to suggest that there’s now no issue for us to debate.  This is because my quoted objection to the 1998 version of UTM isn’t an objection to its current version, and because the presuppositions of that objection are compatible with what Horwich now holds. 

II.  The Two-Stage Theory

Horwich sees my objection as stemming from my acceptance of a theory that I share with Jerry Fodor, Brian Loar, Stephen Neale, and others.  According to Horwich, philosophers of language whose camp I inhabit 

advocate a two-stage theory: first, an account of how the terms of a mental language come to mean what they do; and, second, a neo-Gricean account of how the meanings of someone’s overt public language derive from those contents.  (2005; 9)

Relative to a certain qualification, I accept this attribution, and I agree that my objection implies such a theory.  The qualification to which I allude has to do with the sense in which my own theory is “neo-Gricean.”  At one point, Horwich restates the two-stage theory by saying that, according to it, 

mental terms somehow mean what they do (i.e. embody the concepts they do), perhaps in the way described by UTM; whilst public terms derive their meanings, à la Grice, from the concepts that it is intended and agreed they are to express.  (57)

I accept this up to the claim that public terms derive their meanings “from the concepts that it is intended and agreed they are to express.”  Actually, I don’t know any Gricean—not even Paul Grice—who would accept that attribution.  In any event, I don’t.  The sense in which I’m “neo-Gricean” is simply that an account of what constitutes public-language meaning must involve reference to the intentional acts of communication we use language to perform (I don’t even accept a Gricean account of speaker-meaning).

The two-stage theory of meaning I do accept is best explained in the following Lewis-inspired way.
  A language is an abstract object that may or may not be used by anyone.  Esperanto is a language no one speaks, and it’s a contingent property of French that the French or anyone else speak it: there are possible worlds in which, though French exists and stands ready for use, no one uses it.  It’s a necessary truth that the sentence ‘La neige est blanche’ means in French that snow is white; but it’s a contingent truth that it means that among the French or for Pierre.  It’s the contingent meaning relations that philosophers are concerned with when they wonder how meaning depends on use.  When we think of a language as an abstract object which may or not be used, it’s convenient to think of it as a function from expressions—sequences of sounds, marks, smoke signals, patterns of neural firings, or whatever—onto meanings.  Thus construed, we may then say that, for any language L, expression e, and meaning m, it’s analytic that e means m in L iff L(e) = m.  That e means m in L is a use-independent analytic truth.  The interesting question, however—the one philosophers struggle with—isn’t the trivially answered question of what is it for e to mean m in L, but rather the question what it is for e to mean m for a particular person or population of persons.  

Now, it might seem that the Lewisian structure enables us at this point to say

(1) e means m for x iff (L(e means m in L & x uses L),
thus enabling us to reduce the question of what it is for e to mean m for x to the question of what it is for x to use a language.  But while (1) is moving in the right direction, it’s moving there a little too quickly.  The problem is that (1) doesn’t put any restriction on how x must use L in order for some expression to mean for x what it means in L, and some restriction is required.  For example, even though x has no idea what any L expression means, x might use a computer that runs a program written in L, and in that case no expression need mean for x what it means in L.


So what are the relevant uses?  We need be concerned with only these two:  

· One might use L as a public language.

· One might use L as a language of thought, as one’s neural system of mental representation.

Let’s stipulate that 

(2) e p-means m for x iff (L(e means m in L & x uses L as a public language)

(3) e t-means m for x iff (L(e means m in L & x uses L as a language of thought)

If we assume that these two uses of language are the only ones relevant to the theory of meaning, then we may replace the inadequate (1) with

(4) e means m for x iff e p-means m for x or e t-means m for x.
Equipped with (4), we’ve reduced the question of use-dependent meaning to the following two big questions:

QP:  What relation must hold between a person x and a language L in order for x to use L as a public language?  Let’s call this relation—whatever it turns out to be—the public-language relation.

QT: What relation must hold between a person x and a language L in order for x to use L as a language of thought?  Let’s call this relation—whatever it turns out to be—the language-of-thought relation.

For simplicity of exposition, I’ll usually speak as though each of us has one public language and one language of thought.


Now I can spell out the two-stage theory of meaning that I hold in the following way:

a. The explication of the public-language relation, and therewith of p-meaning, must be at least partly in terms of the propositional attitudes that are constitutive of performing and understanding speech acts.  Roughly speaking, L is x’s public language only if x is able to communicate things by uttering sentences of L and to know what others are communicating when they utter sentences of L.  The suggestion that the public-language relation must be explicable at least partly in terms of intentional acts of communication in effect entails that e p-means m for x only if e is relevantly related for x to certain m-involving propositional attitudes.  We forge a link to the language-of-thought relation, and therewith to t-meaning, by using the language-of-thought hypothesis to aid us in the explication of propositional attitudes by way of our supposing that 

x believes p iff (L,((( means p in L & L is x’s language of thought & ( is tokened in x’s belief box),

and likewise, mutatis mutandis, for the other propositional attitudes.  The account of propositional attitudes in terms of a language of thought forges a link between one’s public language and one’s language of thought and enables us to say that the answer to QP must be in terms of a function, defined in part by the intentional notions involved in giving and receiving communications, which maps x’s public language onto to x’s language of thought.  In other words, we may say that 

There is a function f from languages and persons onto languages and defined partly in terms of the intentional notions involved in giving and receiving communications such that 

L is x’s public language iff f(L, x) is x’s language of thought.

Furthermore, given certain simplifying assumptions about mentalese, f should determine a mapping f* from public language expressions and persons onto language of thought expressions, itself defined  at least partly in terms of the intentional notions involved in giving and receiving communications, so that we may also say that:

e p-means m for x iff f*(e, x)—the mental correlate of e for x—t-means m for x. 
This makes clear that I’m explicating public-language meaning as deriving from mentalese meaning, just as the two-stage theory says I should.  And since the derivation proceeds by way of a correlation that is partly defined in terms of intentional acts of communication, my version of the two-stage theory may, in that sense, be counted as neo-Gricean.

· The language-of-thought relation, and therewith t-meaning, is conceptually prior to the public-language relation, and thus to p-meaning—i.e. whereas the public-language relation is explicable in terms of the language-of-thought relation, the latter isn’t explicable in terms of the former.  This is because meaning in mentalese isn’t about propositional attitudes the thinker has when she intentionally produces mentalese sentences (mentalese sentences, qua mentalese sentences, aren’t used intentionally), but has rather to do with the conceptual roles of mentalese expressions and their causal relations to external states of affairs.  For example and to a first approximation, a symbol ‘#’ means conjunction in x’s language of thought provided that, if the sentence ┌P # Q┐ is in x’s belief box, then so are the sentences P and Q, and if the sentences P and Q are in x’s belief box, then so is the sentence ┌P # Q┐.  As the example makes clear, Horwich’s acceptance properties are well-suited to be used by the two-stage theorist in defining the language-of-thought relation, perhaps in something like the following way:

· First we define the notion of a compositional acceptance theory for a mentalese language as, for example: 

T is a compositional acceptance theory for a mentalese language M with respect to x iff T is a finitely axiomatizable theory whose axioms assign an acceptance property to each word and primitive structure of M, and T has for each sentence ( of M a theorem that assigns to ( an acceptance property A such that (1) (’s having A is logically equivalent to the parts and structure of ( having the acceptance properties T’s axioms assign to them and (2) (’s both having A and being tokened in x’s belief box metaphysically entails x’s believing the proposition M(().

· Then we could say:

M is x’s language of thought iff there is a correct compositional acceptance theory for M with respect to x.
[Worry: How can the language-of-thought relation be conceptually prior to the public-language relation when there are certain propositional attitudes one couldn’t have unless one spoke a natural language?  Related worry: Even if there’s no propositional attitude such that it’s metaphysically impossible to have it unless one spoke a natural language, Burgean arguments suggest that certain acceptance properties may require reference to the meanings of certain expressions in one’s public language community.  I can’t go into this here, but I believe that the crux of the answer to both questions is contained in the following passage from my (1972):

[T]he view that in order to mean certain things one must have a [public] language may … be taken as committing one … only to the following thesis, which is compatible with a Gricean approach to meaning and language.


There are certain propositional attitudes such that it is possible for agents to have them independently of having any language … and such that once agents have these propositional attitudes, they will communicate with one another.  Once agents begin to communicate with one another they will begin to develop a conventional system of communication.  Once even a rudimentary “language” or conventional system of communication is possessed by a group of agents it will then become possible for them to have propositional attitudes which they could not otherwise have; and this will make it possible for them to communicate things which they could not otherwise communicate, which in turn will result in more sophisticated “language,” which in turn will make it possible for them to have propositional attitudes they couldn’t otherwise have, and so on.


On this view, then, the fact (if it is a fact) that there are certain propositional attitudes one cannot have unless one has a language is no objection to a Gricean approach to meaning and language.  (15-6)]

Back now to the objection I made in (2000).  The objection was to the claim Horwich made in (1998) that public language meaning properties are constituted by, or reduce to, acceptance properties.  I may be seen as making the following two points, a small point and a big point. 

Small point.  Given Horwich’s 1998 account of what it is to accept a sentence, public language expressions don’t even have acceptance properties, unless we think in the same language we speak.  But it’s doubtful that there’s any determinate sense—at least one that might actually be realized—in which the neural lingua mentis in which one thinks is the same language one speaks.  This may seem puzzling.  After all, spoken English and written English are physically extremely different, but that doesn’t keep them from being the same language.  Why not say that one’s neural language and one’s spoken language are the same language if the former bears the same relation to the latter that written English bears to spoken English?  Because that relation is intentional in that one learns and conceives written English as a form of one’s spoken English.  But what relation would determinately make one’s “brain’s language of synaptic interconnections and neural spikes”
 the very same language as one’s public-language idiolect?  I’m not suggesting we can’t give a sense to ‘one thinks in the same language one speaks’; my point is that the sense isn’t there to be found but must be given.

Big point.  The meaning properties of public language expressions we’re interested in are p-meaning properties, the meaning properties expressions have for a person by virtue of belonging to her public language idiolect, meaning properties those expressions have whether or not one’s mentalese is in any relevant sense the same as one’s public language idiolect—indeed, whether or not one even thinks in a language of thought.  And the big point to be made here is that P-meaning properties are constituted by—or reduce to, or are identical to—acceptance properties only if the latter entail the former, but that no acceptance property entails any p-meaning property: an expression could have an acceptance property for a person even though that person communicates with no one, not even herself.


In (2005) Horwich makes it clear that he rejects both the two-stage theory and my objection that is based on it. After his initial description of the two-stage theory, quoted earlier, he says that:

[The] common meaning [of a sound and its mental associate] derives from the joint possession of the same meaning-constituting property….  Therefore, it is best to suppose that there is a single way in which meaning is constituted, applying equally well to both mental and overt languages.  Such an approach would obviously have to be non-Gricean.  (9)

At another point he says:

[Instead of the two-stage Gricean theory, which sees the meanings of public language expressions as inherited from their correlations with mentalese expressions], I favour a uniform account, which will deal in the same way with both overt and mental terms.  (31)

And he gives as one of his reasons for favoring this one-stage theory that 

insofar as a public expression and its mental correlate have exactly the same meaning, then their having that meaning must be constituted in exactly the same way ….  (31)

Well, I’ll return to this presently.

III.  Reconciliation
Let’s forget about Paul Horwich momentarily and consider a Hungarian philosopher named Pál, well known for his books Igazság and Jelentés.  Although he’s more inclined to state his acceptance properties in terms of an idealized law governing a word’s use, for all intents and purposes Pál is content to work with the notion of an acceptance property Horwich defined in (1998)—namely, a relation of the form

x is disposed to accept an e-containing sentence of kind … in circumstances of kind ….

Pál is also content to keep Horwich’s 1998 definition of  acceptance—namely: 

x accepts a sentence ( iff ( is tokened in x’s belief box.

Also like Horwich, Pál holds that the t-meaning of a mentalese expression is constituted by an acceptance property.  But Pál departs from Horwich as regards p-meaning.  Not only doesn’t he think that p-meaning properties are constituted from acceptance properties, he wonders whether, strictly speaking, our spoken and written expressions even have acceptance properties.


Anyway, at this point Pál proceeds in the following way.  He first introduces, but doesn’t completely define, the notion of a mentalese expression ( being the mental correlate of a public-language expression e:

x’s mentalese expression ( is the mental correlate of x’s public-language expression e just in case e is related to ( in that way, whatever it is, which entails that e p-means whatever ( t-means.

Let’s say that e is M-related to ( when e is related to ( in that way, whatever it is, which entails that e p-means whatever ( t-means, thereby enabling us to restate what was just displayed as:

x’s mentalese expression ( is the mental correlate of x’s public-language expression e just in case e is M-related to (.

(A corollary of this stipulative definition is that if we give sense to the idea that a natural language expression may have neural realizations as well as spoken and written ones—and thereby give sense to the idea that we think in the same language we speak—then the mental correlate of a public-language expression would be the neural version of that expression.)  Next, Pál stipulatively defines the notion of a zshmacceptance property.  Zshmacceptance properties are properties of our spoken and written expressions, whether or not we think in our public language:  

A zshmacceptance property of a public language expression e relative to a person x =df a relation of the form

x is disposed to accept a mentalese sentence of kind … containing the mental correlate of e in circumstances of kind ….

And then he states his theory, which is simply that:

T-meaning properties are constituted by acceptance properties, and p-meaning properties are constituted by zshmacceptance properties.

Pál of course realizes that his theory is so far incomplete, in that he won’t have fully accounted for the constitution of p-meaning properties until he says what it is for a public-language expression to be M-related to a mentalese expression—that is to say, until he says how a public language expression must be related to a language of thought expression in order for the former to inherit the meaning of the latter.


There are two points I want to make about Pál’s theory of meaning.  The first is that it’s a two-stage theory, in that it explicates p-meaning in terms of t-meaning, but doesn’t explicate t-meaning in terms of p-meaning—i.e. it sees public language meaning properties as deriving from language of thought meaning properties.  The second point is that, since Pál hasn’t yet told us what the mental-correlate relation is, we can’t at this point say whether or not his is a neo-Gricean two-stage theory.  But nothing precludes it from being that, and it will be if Pál goes on to define the mental-correlate relation partly in terms of intentional acts of communication—as it would seem that he would have to, if his theory is to be correct.


Now back to Paul Horwich.  Although Horwich argues against the two-stage theory, the version of UTM he presents in (2005) is in relevant respects the same as Pál’s, and thus not incompatible with the two-stage theory.  In (2005) Horwich says that a picturesque way of explicating his notion of acceptance is that

S accepts a sentence just in case that sentence, or its mental correlate, is in S’s belief box.  (41)

As stated, this, combined with his claim that all meaning-constituting properties are acceptance properties, is evidently subject to the same objection that his account of UTM in (1998) was subject to, because if one thinks in one’s public language, then a public language sentence’s having an acceptance property—given the displayed account of acceptance—won’t account for its public language meaning property, i.e. won’t account for its p-meaning.  But notice that if Horwich had simply made a small notational change and explained acceptance by saying

S accepts a sentence just in case its mental correlate is tokened in S’s belief box,

and allowed that the mental correlate of a sentence may be a neural version of itself, then his theory would be identical to Pál’s.  And in fact Horwich appends the following footnote to his statement of the displayed picturesque explication of acceptance:

Note that in the normal case, when we are dealing with a person who thinks, speaks, and writes all in the same natural language, it may be convenient to regard a correlated sound, inscription, and mental symbol, as versions of a single expression, and to speak of a sentence (in whatever form) as being in the belief box just in case the mental form of it is there.  (41)


With the proposed verbal adjustments, Horwich’s new version of UTM is for all intents and purposes the same as Pál’s.  For suppose we concede that everyone thinks in a neural version of her public language.  Then the task becomes that of saying what it is for a spoken and a neural expression to be versions of the same expression.  This in effect is the same task as that that of defining the “mental correlation” relation when one’s goal is to account for public language meaning properties, which in turn is the same task as that of saying how the public-language relation is to be explicated in terms of the language-of-thought relation, which in turn is the same task as that of saying how p-meaning derives from t-meaning.  We can thus say about Horwich’s version of UTM in (2005) what we said about Pál’s theory—namely, that it’s a two-stage theory, in that it explicates p-meaning in terms of t-meaning, but doesn’t explicate t-meaning in terms of p-meaning.  Since Horwich hasn’t yet told us how a public language expression must be related to a language of thought expression in order for the latter to be the mental correlate of the former, we can’t at this point say whether or not his current version of UTM is a neo-Gricean two-stage theory.  But nothing precludes it from being that, and it will be if he goes on to define the mental-correlate relation partly in terms of intentional acts of communication—as it would seem that he would have to, if his theory is to be correct.
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� The belief box is defined by the fact that for one to believe a proposition is just for there to be tokened in one’s belief box a sentence which expresses that proposition in one’s mentalese.  The belief box metaphor is just a convenient way of saying that there is some computational relation such that to believe a proposition is to stand in that relation to a sentence which means that proposition in your mentalese.  For our purposes it won’t be necessary to define that computational relation.  See also Schiffer (1981).


� Schiffer (2000)


� See my (2003), chapters 3 and 4.


� David Lewis (1983a).


� Strictly speaking, we should want this to cover the case where x knows Hungarian and thus could speak and write it fluently, but in fact never gets to use it.  But I’ll ignore this slight complication in order to keep the present discussion as simple as possible.


� Lewis (1983b, p. 346).


� Pál is working with the harmless simplifying assumption that a public-language expression can be M-related to just one mentalese expression.
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